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Outdoor lighting estimation (general scene)

!2

We present a CNN-based technique to estimate high dynamic range outdoor illumination from a single low dynamic 
range image.

Hold-Geoffroy, Sunkavalli, Hadap, Gambaretto, and Lalonde. “Deep Outdoor Illumination Estimation”, CVPR 2017
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Outdoor lighting estimation (faces)
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We estimate HDR outdoor lighting from a single image of a face (“selfie”). Our approach overcomes the physical 
limitations due to the mostly diffuse appearance of the face, and works in a variety of illumination conditions. 

Calian, Lalonde, Gotardo, Simon, Matthews, and Mitchell. “From Faces to Outdoor Light Probes”, Eurographics 2018

D. A. Calian, J.-F. Lalonde, P. Gotardo, T. Simon, I. Matthews & K. Mitchell / From Faces to Outdoor Light Probes

Figure 7: Results on 10 real faces from our database which were acquired under natural, outdoor lighting conditions. Each example shows
the input face image on the left, and on the right: (top) a synthetic lambertian scene, (middle) the light probe used to render the scenes, and
(bottom) a synthetic glossy scene. From left to right: GT probe, inverse lighting estimates of SH9, SH25, Sun+Sky, and AE.

Method MAE (s) RMSE (s) si-RMSE (s) Full-dw MAE (l) Sky-dw MAE (l) Sun-dw MAE (l) Sun-ang (l)

SH9 1.39 ± 0.91 0.95 ± 0.58 0.58 ± 0.32 1.65 ± 0.73 0.49 ± 0.26 0.32 ± 0.20 45.88 ± 46.72
SH25 0.99 ± 0.44 0.71 ± 0.31 0.57 ± 0.24 1.29 ± 0.31 0.46 ± 0.23 0.36 ± 0.21 28.67 ± 28.49
S+S 1.11 ± 0.75 0.85 ± 0.64 0.53 ± 0.24 1.73 ± 1.75 1.25 ± 1.57 0.64 ± 1.36 41.58 ± 36.48
AE 0.86 ± 0.36 0.65 ± 0.29 0.49 ± 0.18 1.22 ± 0.34 0.86 ± 0.36 0.19 ± 0.11 33.30 ± 30.20

Table 3: Quantitative comparison of lighting models for outdoor light probe estimation from a single real face image: SH with 9 and
25 coefficients (SH9, SH25), the Sun+Sky model (S+S), and the deep autoencoder (AE). Each model is evaluated with shading- (s) and
lighting-based (l) metrics as detailed in section 5.1. Metrics averaged over 131 results.

fact that face detectors have a strong shape prior and will ensure
that the detected 3D shape looks like a face, but possibly an in-
correct one. The resulting inverse lighting accuracy is reported in
figure 8(c). Performance of the SH and the AE methods seem fairly
stable across the range of perturbations. The S+S shows a counter-

intuitive change in performance with larger perturbations, which, as
before, we conjecture may be due to its sensitivity to initialisation.
Convergence and failure cases: As mentioned, inverse lighting
with our light probe models gives a non-linear optimization prob-
lem and, although results of AE are on average better than with
other models, convergence to local optima cannot be ruled out.

© 2018 The Author(s)
Computer Graphics Forum © 2018 The Eurographics Association and John Wiley & Sons Ltd.
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Outdoor lighting estimation (panorama)
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We learn to map a LDR 360-degree outdoor panorama to HDR. Key to our approach is a large dataset of synthetic 
LDR/HDR panorama pairs obtained by rendering a virtual city model with a large database of real HDR skies.

Zhang and Lalonde. “Learning High Dynamic Range from Outdoor Panoramas”, ICCV 2017 
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Outdoor photometric stereo
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We provide a detailed analysis of the factors affecting the performance of outdoor photometric stereo (PS). In 
particular, we show that the right set of conditions for stable PS solutions may be observed in the sky within short 
time intervals of just above one hour.

Hold-Geoffroy, Zhang, Gotardo, Lalonde. “x-hour Outdoor Photometric Stereo”, 3DV 2015.  
Hold-Geoffroy, Zhang, Gotardo, Lalonde. “What Is a Good Day for Outdoor Photometric Stereo?”, ICCP 2015. 
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Figure 9. Validation on real data, captured on 11-OCT-14 (partly cloudy). Four distinct time intervals are analyzed and, for each one, the
following information is displayed, from left to right: (i) log sun intensity; (ii) noise gain �max as a function of start time and duration of
the interval, as in fig. 5; (iii) example input images; (iv) normals recovered by calibrated outdoor PS; (v) normal estimation error at each
pixel; and (vi) the error distribution, in degrees. For reference, ground truth normals are given on the rightmost plots.

utes1. Ground truth surface normals were obtained by align-
ing a 3D model of the object (obtained with a 3D scanner)
to the image using POSIT [8].

The validation results with real data are shown in fig. 9.
As predicted by the noise gain values of fig. 9 (left), similar
reconstruction performance is obtained from three different
time intervals shown in the top three rows of fig. 9 (right).
Once again, the performances of 1-hour (15:30–16:30) and
3.5-hour (13:00–16:30) outdoor PS are indeed quite close
to that of “full-day” outdoor PS (10:30–16:30). However,
not all one-hour intervals are equally good, as shown for
the interval 12:00–13:00 at the bottom of fig. 9.

6. Conclusion

In this paper, we present what we believe is the first study
of the time requirements for single-day outdoor PS. In par-
ticular, we seek to determine the relationship between ex-
pected performance in normal estimation and: (i) the dura-
tion of data capture within a single, arbitrary day; and (ii)
specific atmospheric events that introduce beneficial light-
ing variations during that time interval. To achieve this
goal, we use a large database of natural, outdoor illumi-
nation (sky probes) and take a detailed look at the condi-
tions under which surface normals can be reconstructed re-
liably. Finally, we investigate whether these conditions are
observed in less than a full day of data capture.

Our analysis reveals the following novel insights. First,
we show how the mean light vectors (MLVs) are shifted
from the solar plane when the sun is occluded by clouds.
We demonstrate, through an extensive empirical analysis,
that the atmospheric events causing that shift occur often in
practice, and that they can be observed within a short time

1Data and source code are available on our project webpage [14].

interval. In addition, we found that this shifting is often suf-
ficient to constrain the PS problem significantly and reduce
uncertainty in normal estimation. However, we also show
that the shift is not the same for every normal; for some
normals, shifting may not reduce uncertainty sufficiently.
Finally, we validate our analysis by running calibrated out-
door PS on synthetic and real data.

One limitation of our work is that we consider only
contiguous time intervals. It would be interesting to ex-
plore how non-consecutive images could be selected, from
a given interval, with the goal of achieving additional im-
provements in performance. Presently, we are using the
setup in fig. 8 to collect a database of real objects ob-
served outdoors, and extending our analysis considering
more elaborate shading and ground models.

We believe our findings open the way for interesting new
research problems. Of note, one could leverage knowledge
on MLV shifting to steer regularization in outdoor PS and
even attempt to further reduce time requirements. It would
also be interesting to include other cues, such as shape pri-
ors or stereo, to further constrain the problem. We plan to
explore these issues in future work.
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Indoor lighting estimation (general scene)
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We propose an automatic method to infer high dynamic range illumination from a single, limited field-of-view, low 
dynamic range photograph of an indoor scene.

Gardner, Sunkavalli, Yumer, Shen, Gambaretto, Gagné, and Lalonde. “Learning to Predict Indoor Illumination from a Single Image”, SIGGRAPH Asia, 2017

Input image Relit virtual objectInput image Relit virtual object



Indoor lighting estimation (3D object)
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We estimate indoor lighting from the appearance of a known object. In this work, we leverage a large dataset of HDR 
panoramas to first, learn the space of indoor lighting, and second, learn to map the image of an object to that space.

Weber, Prévost, and Lalonde. “Learning to Estimate Indoor Lighting from 3D Objects”, 3DV 2018

(b)     GT (c)   RANI (d)    SH (e)    Ours(a)    Input (b)     GT (c)   RANI (d)    SH (e)    Ours(a)    Input
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(b)     GT (c)   RANI (d)    SH (e)    Ours(a)    Input (b)     GT (c)   RANI (d)    SH (e)    Ours(a)    Input

Figure 5. Qualitative comparison of our approach on synthetic data with spherical harmonics [34] and RANI [30]. Each result shows (a)
the input image; (b) the ground truth lighting; and the results with (c) RANI [30], (d) SH [34], and (e) our method. The last row shows a
diffuse bunny relit with each light source.

higher values for Z as seen in sec. 5.1, we experimentally
determined that in the inverse lighting case, higher values
were not beneficial.

To generate the test dataset, we use the same 5 objects
and 3 materials as in sec. 4.2, but use a fixed set of 4 view-
points: front, top, and side (object rotated by 120

� and
240

�). Two viewpoints were selected for the spiky sphere
while a single one was selected for the sphere. Note that
since the viewpoints were generated randomly in the train-
ing set, it is extremely unlikely that those would overlap
between the train and test set. The entire test set is thus
composed of 3 materials ⇥ (4 ⇥ 3 + 2 + 1 viewpoints) ⇥
100 envmaps = 4, 500 renders. The metrics used here
to evaluate the results are the same as the ones described
above.

Table 2 report quantitative comparisons between the ap-
proaches on the test dataset. Overall, our approach achieves
the best results in the majority of the scenarios. In par-
ticular, we note how our approach achieves similar results
across different materials. This is particularly interesting
since it indicates that our approach can recover high fre-
quency lighting even from low frequency (e.g. diffuse) ma-
terial. When the objects are very glossy, then the transport
matrix has high rank and can thus more reliably be inverted.

Note that, as opposed to benefiting from the transport ma-
trix, our approach relies only on the object surface normals
as geometric input information. Qualitative results shown
in fig. 5 illustrate visual examples for all 3 techniques. Our
approach is much better at focusing on the most important
light sources in the scene, while keeping the remaining part
of the environment map smooth.

Runtime comparison RANI [30] takes approximately 2
minutes per image on an Nvidia Titan X Pascal GPU, while
SH [34] computes lighting in 0.55 seconds (once the trans-
port matrix has been loaded in memory) on an Intel i7-
6800K CPU at 3.40GHz. In contrast, our network estimates
lighting in 6 ms per image on average on the same GPU
used by [30], making it suitable for real-time applications.

5.3. Lighting estimation from real data
We perform experiments on real images of an object

with known geometry. To acquire the data, we first ob-
tain a detailed textured model of the object with a Creaform
GoScanTM sensor. We then place the object in front of a
Kinect, as illustrated in fig. 6, and obtain its pose with the 6-
DOF RGBD object tracker from [12]. The RGB frame from



Tracking 3D objects in real-time
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We present a temporal 6-DOF tracking method which leverages deep learning to achieve state-of-the-art 
performance on challenging datasets of real world capture.

Garon, Laurendeau, and Lalonde. “A Framework for Evaluating 6-DOF Object Trackers”, ECCV 2018 
Garon and Lalonde. “Deep 6-DOF Tracking”, TVCG 2017, ISMAR 2017 
Garon, Boulet, Doiron, Beaulieu, and Lalonde. “Real-time High Resolution 3D Data on the HoloLens”, ISMAR 2016

Deep 6-DOF Tracking

Mathieu Garon and Jean-François Lalonde
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Fig. 1. From an input RGBD sequence (top), our method leverages a deep neural network to automatically track the 6-DOF pose of an
object even under significant clutter and occlusion (bottom). We demonstrate, through extensive experiments on a novel dataset of real
objects with known ground truth pose, that our approach outperforms the state of the art both in terms of accuracy and robustness to
occlusions.

Abstract—We present a temporal 6-DOF tracking method which leverages deep learning to achieve state-of-the-art performance
on challenging datasets of real world capture. Our method is both more accurate and more robust to occlusions than the existing
best performing approaches while maintaining real-time performance. To assess its efficacy, we evaluate our approach on several
challenging RGBD sequences of real objects in a variety of conditions. Notably, we systematically evaluate robustness to occlusions
through a series of sequences where the object to be tracked is increasingly occluded. Finally, our approach is purely data-driven and
does not require any hand-designed features: robust tracking is automatically learned from data.

Index Terms—Tracking, Deep Learning, Augmented Reality

1 INTRODUCTION

The recent advent of 3D-enabled AR devices is enabling a whole range
of new applications. In addition to helping in robustly positioning
the camera in the environment via SLAM-based techniques, RGBD
sensors also allow the system to track objects moving freely in space
by providing estimates of their 6-DOF poses at each frame. This is a
well-known, but notably hard problem. Indeed, a successful 6-DOF
object tracker must be accurate, stable, achieve real-time performance,
and be robust to perturbations such as noise and occlusions.

A successful series of approaches recently introduced by Tan et
al. [28, 29] propose to frame the RGBD tracking problem as one of
learning, where the task is to learn the relationship between a pair of
input frames and the relative 6-DOF pose change of the object in both
of these frames. This “temporal tracking by learning” approach was
demonstrated to be successful at achieving robust, real-time tracking

• Mathieu Garon is with Université Laval. E-mail:
mathieu.garon.2@ulaval.ca.

• Jean-François Lalonde is with Université Laval. E-mail:
jflalonde@gel.ulaval.ca.

Manuscript received xx xxx. 201x; accepted xx xxx. 201x. Date of Publication
xx xxx. 201x; date of current version xx xxx. 201x. For information on
obtaining reprints of this article, please send e-mail to: reprints@ieee.org.
Digital Object Identifier: xx.xxxx/TVCG.201x.xxxxxxx

TVCG preprint (DOI:TVCG2734599) © 2017 IEEE. Personal use of this
material is permitted. Permission from IEEE must be obtained for all other uses,
in any current or future media, including reprinting/republishing this material for
advertising or promotional purposes, creating new collective works, for resale
or redistribution to servers or lists, or reuse of any copyrighted component of
this work in other works

results on real-world objects. However, we make the observation that
while these approaches are suitable for sequences with relatively small
levels of occlusions, they fail for larger levels of occlusion. Notably,
our experiments demonstrate that hiding 20% or more of the object
often results in catastrophic failure, from which the tracker never recov-
ers. For robust AR applications to work, we need a real-time tracker
which is more robust to occlusions, and which will not generate these
irrecoverable situations.

In this work, we present an accurate, real-time temporal 6-DOF
object tracking method which is more robust to occlusions than existing
state-of-the-art algorithms. Of particular interest, when occlusion is
severe, our approach is very robust in estimating the position of the
object even when the rotation components fail. Thus, catastrophic
failures occur much less frequently than existing approaches. Fig. 1
shows qualitative results on a sequence with such occlusions.

Our main key contribution is to frame 6-DOF tracking as a deep
learning problem. This contribution provides us with three key benefits.
First, deep learning architectures can be trained on very large amounts
of data, so they can be robust to a wide variety of capture conditions
such as color shifts, illumination changes, motion blur, and occlusions.
Second, they possess very efficient GPU implementations that can be
processed in real-time on mobile GPUs given a small enough network.
Finally, and perhaps most importantly, no hand-designed features need
to be computed: object-specific features can automatically be learned
from data. This is in contrast to most previous work (e.g. Tan et
al. [28, 29]) which compute specific, hand-designed features.

Applying a deep convolutional neural network (CNN) to tracking
is not trivial. Indeed, temporal tracking differs from “tracking by
detection” in that the temporal tracker uses two frames adjacent in time,
and assumes knowledge of the object pose at the previous frame. To
train a deep network on that task, one could straightforwardly use the
current and previous RGBD frames directly as input. Unfortunately,
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Single-image camera calibration
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We estimate the horizon line and focal length of a camera from a single image, using a deep learning model trained 
on photos extracted from panoramas.

Hold-Geoffroy, Sunkavalli, Eisenmann, Fisher, Gambaretto, Hadap, and Lalonde. “A Perceptual Measure for Deep Single Image Camera Calibration”, CVPR 2018

(a) (b)

Figure 1. Example results of horizon line estimation on the SUN360 test set. Note how Upright performs well when sharp human-made
objects are present in the scene, whereas deep learned methods are more robust to organic scenes. The last column (b) contains failure cases
where either the environment is not well represented in the training set (e.g. auditorium or acoustic panels) or visual cues for vanishing
lines are scarce, leading to horizon estimations where humans can potentially be less sensitive to errors. More examples available in the
supplementary material.

cluding metrology [5], 3D inference [6, 10] and augmented
reality, both indoor [14, 19] and outdoor [16]. As such,
many techniques have been developed to perform precise
geometric calibration using a calibration target inserted in
the image [35, 43, 15, 3]. For after-the-fact calibration, most
work on camera calibration aims to detect specific geomet-
ric objects in the image typically present in human-made
environments [30, 27]. Similarly, PoseNet [21] performs
camera relocalization by jointly learning location and ori-
entation. Methods for straightening photographs like Up-
right [26] recover calibration by finding vanishing points.
Other work has proposed to take advantage of lighting cues
for camera calibration [24, 40], circumventing the need to
detect vanishing lines. However, these techniques often fail
on complex scenes where semantic reasoning is required
to discard misleading textures and visual cues. To solve
the need for high-level reasoning, deep convolutional neural
networks were recently used to estimate field of view [39]
and horizon lines [41], bringing camera calibration on sin-
gle images to a wider variety of scenes.

Understanding the limits of the human visual system has
also received significant attention, with studies quantifying
color sensitivity [8], how reliably we can detect photo ma-
nipulations artifacts [9] and how people perceive distortion
in street-level image-based rendering [36]. More recently,
perceptual studies were performed to assess human appre-
ciation on tasks like super-resolution [25], image caption
generation [37] and video temporal alignment [28].

In this work, we go one step further by proposing a CNN-
based method estimating jointly field of view and the hori-
zon line and understanding human sensitivity to calibration
errors and comparing the features sought by our method to
traditional vanishing-lines-based methods.

3. Geometric camera model

We first present the geometric camera model used in this
paper. Under the pinhole camera model, the pixel coordi-
nates p

im

of a 3D point p
w

is given by

p
im

= [�u �v �]T = K [R|t] [p
w

|1]T (1)
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Figure 1. Example results of horizon line estimation on the SUN360 test set. Note how Upright performs well when sharp human-made
objects are present in the scene, whereas deep learned methods are more robust to organic scenes. The last column (b) contains failure cases
where either the environment is not well represented in the training set (e.g. auditorium or acoustic panels) or visual cues for vanishing
lines are scarce, leading to horizon estimations where humans can potentially be less sensitive to errors. More examples available in the
supplementary material.
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Databases



Laval HDR sky database
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Contains: 10,000+ HDR sky hemispherical panoramas captured over 3 years. Radiometrically calibrated, lots of 
different illumination conditions.

Available at: sky.hdrdb.com

http://sky.hdrdb.com


Laval Indoor HDR Dataset
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2,100+ high resolution, full HDR indoor panoramas. 

Available at: indoor.hdrdb.com. 

http://indoor.hdrdb.com


Faces and lighting conditions
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Face photographs and their corresponding HDR lighting conditions.  
Contains: 9 subjects, 25 lighting conditions, geometrically+radiometrically calibrated. 

Please contact jflalonde@gel.ulaval.ca for access. 

mailto:jflalonde@gel.ulaval.ca


Laval 6-DOF Object Tracking Dataset

!14

295 RGB-D (Kinect v2) sequences with ground truth 6-DOF 
pose annotations for 11 different objects.  

3 different scenarios: stability, occlusion, and interaction. 

Available at: http://vision.gel.ulaval.ca/~jflalonde/projects/6dofObjectTracking/index.html. 

http://vision.gel.ulaval.ca/~jflalonde/projects/6dofObjectTracking/index.html

